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Abstract: With an array of 5160 photomultiplier tubes, IceCube monitors one cubic kilometer of deep Antarctic
ice at the geographic South Pole. Neutrinos are detected via the Cherenkov photons emitted by charged secondaries
from their interactions in matter. Due to low ice temperatures, the photomultipliers dark noise rates are particularly
low. Therefore a collective rate enhancement introduced by interacting neutrinos in all photomultipliers can be
used to search for the signal of galactic core collapse supernovae, even though each individual neutrino interaction
is sub-threshold for forming a trigger. At present, rates of individual photomultipliers are recorded in 1.6384 ms
intervals which limits the time resolution and does not allow to exploit signal correlations between the sensors. An
extension to the standard data acquisition, called HitSpooling, overcomes these limitations by buffering the full
raw data stream from the photomultipliers for a limited time. Thus, the full set of data can be analyzed when a
supernova occurs, allowing for the determination of the average neutrino energy and the analysis of the fine time
structure of the neutrino light curve. The HitSpooling system will also significantly help in understanding the noise
behavior of the detector and reduce the background induced by atmospheric neutrinos to the supernova analysis.
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1 Introduction
IceCube is a neutrino telescope based in the Antarctic ice at
the geographic South Pole and consists of 86 strings, each
equipped with 60 photomultiplier tubes (PMTs). It detects
neutrinos via the Cherenkov photons emitted by charged
secondaries from their interactions in matter. This unique
detector monitors a cubic kilometer of cold and inert ice at
depths between 1450m and 2450m. Each of its 5160 digi-
tal optical modules (DOMs) houses a 17inch photomulti-
plier tube, as well as several electronics boards containing
a processor, memory, flash file system and realtime oper-
ating system that allows each DOM to operate as a com-
plete and autonomous data acquisition system. For most
of IceCube, the DOMs are deployed in the ice with 17m
(125m) vertical spacing between DOMs (horizontal spac-
ing between strings), while in the DeepCore volume the
DOMs are deployed in a denser spacing of 7m distance on
a string and 72m between strings. The DeepCore DOMs
are also equipped with high quantum efficiency PMTs that
are roughly 35% more efficient than standard PMTs.
For supernova neutrinos with energy O(10MeV), the dom-
inant interaction in ice or water is the inverse beta process
( νe + p→ e++n ), leading to positron tracks of about

0.55cm · Eν

[MeV]
(1)

Monte Carlo studies yield an average number of 178
photons per MeV energy of the positron, considering only

a range of wavelengths from 300 nm to 600 nm accessible
to our optical modules. For 107 expected neutrinos from a
supernova at 10kpc distance we assume to detect up to 3.6
million neutrino induced PMT hits. As elaborated in [1, 2],
neutrino detectors in general and IceCube especially due
to its unique size are well suited to monitor our galaxy for
supernovae. This detection principle is realized in IceCube
by monitoring the count rates of individual DOMs in ms
time bins. This scaler data stream is decoupled from the
hit data stream that holds more detailed information, but is
only saved for events that trigger and may not be available
in the case of a supernova.
Motivated by the goal to gain as much information as
possible in case of a galactic core-collapse supernovae, a
new data buffer, called HitSpooling and first mentioned in
[3], is now realized in IceCube. In combination with a newly
implemented interface, the separation of the scalar data
used for supernova searches and the hit data stream used for
other physics searches can now be overcome. We introduce
HitSpooling and the implementation of an interface between
the two existing data streams. Furthermore we discuss the
physics capabilities that will become accessible through the
HitSpooling system.

2 Data Streams in IceCube
IceCube’s data streams are handled by two data acquisition
systems (DAQs). The supernova system is responsible for
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processing and analyzing hit counts (scaler) data and the
standard DAQ that takes care of waveforms (hits).

2.1 Hits Data Stream
Whenever the anode of the PMT in a DOM exceeds a
discriminator threshold of 0.25 photo-electrons1, a hit is
recorded.
In order to reduce data transfer rates, hardware trigger
signals are exchanged between neighboring DOMs to look
for certain coincidence conditions, so called soft or hard
local coincidences (SLC or HLC), respectively. In HLC
mode, the triggered DOM looks for hits in next-neighbor
and next-to-next-neighbors within a time-window of ±1 µs.
If this condition is met, an HLC is present and all recorded
data from both DOMs will be transferred to the surface. In
SLC, also isolated DOMs with no neighboring hit DOM
will be processed, a time-stamp will be assigned to it, but
only information from the bins around the waveform peak
will be transferred to the surface. In summary, the hit record
holds a timestamp, a 3-bin peak- or 128-bin full-measure
of the waveform, depending on trigger conditions (SLC or
HLC), as well as trigger information [4]. There are several
DAQ elements involved from capturing, aggregating to
transferring the data from a hit:

1. The DOM digitizes the waveform on-board in a
time-interval of 6.4 µs which generously covers the
maximal time that light from the most energetic
events is expected to arrive in any DOM.

2. The DOMHub, located in the surface laboratory, is
an industrial computer that communicates with all
DOMs on one string.

3. The StringHub is a software element that runs on
the DOMHub and collects hits per string as they
arrive chronologically. It also converts DOM hits in
physics-ready hits that are suitable for other higher
level software DAQ elements like triggers and event-
builders.

The hit streams from each of the 60 DOMs are fed into
the StringHub, which creates trigger payloads and buffers
the hits in memory for possible later readout by the event-
builder. Further processing and filtering of the events is
performed on a cluster of machines at the South Pole before
the data is sent via satellite to the data warehouses in the
Northern hemisphere.

2.2 Scaler Data Stream
Independent of the above mentioned coincidence condi-
tions in the DOMs, a firmware integrated scaler adds
asynchronously all discriminated PMT pulses in intervals
and assigns them a timestamp. The interval length arises
from adding up scalers from 216 clock cycles per bin:
216/40MHz = 1.6384ms. Since these intervals are not syn-
chronized between the individual DOMs, the supernova
DAQ collects the scaler data and re-bins them to the desired
synchronized rates in global 2ms bins [5].

Since the supernova analysis algorithm looks for subtle
changes in the background rate, understanding the noise
properties of the individual modules as well as the entire
detector is essential. IceCube DOMs feature a very low
noise rate of on average ≈ 540Hz for standard DOMs, see
figure 1. Due to stronger absorption and scattering of light
in the dustier ice regions, a drop in the rate is visible at
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Figure 1: Average noise rate for each DOM on an arbitrary
string in IceCube, calculated from HitSpool data. Besides
PMT-to-PMT variations, depth-depending ice characteris-
tics, such as temperature and dust-concentration, are the
main contribution to the scattering in the data points.
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Figure 2: Logarithmic time distribution of successive hits
in a single DOM. Contributions by uncorrelated noise hits
from radioactive decays are simulated with 300Hz.

around 2000m depth. The hit rate is partly originating from
uncorrelated Poissonian noise contributions by radioactivity,
thermal noise and atmospheric muons, where the latter
are considered as background in this analysis. A second
contribution is due to correlated noise from Cherenkov
radiation and/or scintillation in the glass of the PMT and
the pressure sphere of the DOM, see figure 2 . Correlated
noise hits can last for O(100 µs) and can be suppressed
by applying an artificial deadtime tdead of 250 µs to every
hit in the DOM. In this way, the largest part of the non-
Poissonian behavior of the background noise is eliminated
and the remaining noise rate of 285±26Hz is very stable
in time and only slightly varying with depth [6]. This
reduced scaler stream is the raw data input of the supernova
DAQ, see figure 3. As a first step, the supernova DAQ
calculates individual noise rates for each DOM via counting
scalers for a given time-interval. For sufficiently large time-
intervals, these individual noise rates follow a log-normal

1. Photo-electron voltage is defined as the anode voltage level in
the PMT that’s caused by a single photo-electron after being
amplified through all diode stages in the photomultiplier.
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Figure 3: Block-diagram of components of data streams in
IceCube. The new HitSpool raw data stream is shown by
the dashed line.

distribution which can be approximated for convenience by
a Gaussian distribution that returns expectation values and
corresponding standard deviation expectation values. The
expectation values are calculated from moving 300s time-
intervals that leave out a [−30s,+30s] window around the
investigated time t0, in order to reduce the impact of a long-
lasting signal on the mean rates. Based on a maximum
likelihood analysis, the most likely collective rate deviation,
∆µ , of all DOM noise rates can be evaluated (see [5] for
details). The supernova DAQ issues an alert when ξ > 7.3
where ξ is the significance and calculated as ξ = ∆µ/σ∆µ ,
with σ∆µ the uncertainty of the collective rate deviation
∆µ . In case a trigger occurs, which happens roughly every
two weeks, an alarm including real-time datagrams is
sent to the Supernova early warning system (SNEWS) [7].
Furthermore, a message is sent to the HitSpool interface (see
section 3) requesting [−30s,+60s] around the trigger time-
stamp t0 from the hitspool data stream, which is explained
in the next section.

2.3 HitSpool Stream
In addition to the previously described hits data stream that
is stored in memory, a copy of that raw data is buffered to
disk in the DOMHub, see figure 3. HitSpooling accumulates
on average 2MB of raw data per string per second which
is stored in files of variable duration, default is 15 seconds.
The hits are buffered in a spooling cycle which overwrites
itself after a given time, currently up to 16 hours, depending
on the disk size. As the HitSpooling is independent of any
other StringHub element it also could increase the uptime
of the detector. HitSpooling also serves as a worst case
scenario backup for nearby supernovae when IceCube’s
DAQ systems could saturate due to the massive amount
of hits. In order to keep track of the spooling process on a
string, a text file is written inside the buffer directory that
holds the following information:

• Time stamp of first hit on string at run start: trun

• Interval, e.g. length of each HitSpool file: tival

• Time stamp of first hit in current file: tcur

• File index of currently active HitSpool file: ncur

• Max number of files per HitSpool cycle: nmax
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Figure 4: Block-diagram of components of HitSpool Inter-
face. HitSpool files from all 86 Strings are transferred in
parallel.

From these five values it is possible to calculate all necessary
information about the hits contained in a HitSpool file
without accessing the file itself and in this way avoiding
any interference with the actual data taking.

3 HitSpool Interface
The HitSpool interface, see figure 4, is the centerpiece for
accessing hitspool data. It consist of several services run-
ning on the South Pole on several machines, communicat-
ing via the ØMQ messaging service [8]. Whenever the su-
pernova DAQ triggers a supernova candidate at t0, a mes-
sage is sent to the HitSpool interface including two time-
stamps, tstart = t0−30s and tstop = t0 +60s. The Publisher
service is running on the central machine of IceCube and
pushes the request from the supernova DAQ to all hubs. At
the hubs, the Worker service calculates the HitSpool files
integer indexes fstart and fstop that contain tstart and tstop,
respectively:

fstart =
tstart − trun

tival
mod(nmax) (2)

fstop =
tstop− trun

tival
mod(nmax), (3)

where mod(nmax) accounts for the fact that HitSpooling
overwrites existing files when the first loop is finished after
time t = nmax · tival . The data is transferred to a central loca-
tion where all hubs’ data is collected. The post-processing
Sender service is responsible for sending data to the North.

4 Physics Capabilities
HitSpooling is not only of value for noise studies, as
shown in figure 1, but also contributes to the supernova
search with IceCube. HitSpooling provides the possibility
to study any arbitrary time-interval with which the start
time of the supernova can be determined. Furthermore,
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recent astrophysical models [9] predict high frequency
modulations in the neutrino flux, e.g. from the collapse
of fast rotating stars. In case of a galactic supernova, the
event rates would be high enough that these can be observed
in the HitSpool data. The main profit from the HitSpool
data stream arises from a better muon subtraction and the
possibility to estimate the average neutrino energy. Both
aspects will be explained in more detail in the next sections.

4.1 Muon Subtraction
As discussed in [3], roughly half of the hits in the detector
introduced by atmospheric muons can be subtracted off-
line already by identifying triggered muons in the standard
data stream. Atmospheric muons are detected in Icecube at
an average rate of 16Hz. For the supernova analysis, these
are a cause of correlated noise which artificially widens the
significance distribution of the noise rate fluctuations by
a factor of ≈ 1.45 relative to the expectations from pure
poissonian noise.
By removing hits associated with muon triggers in IceCube,
the broadening of the significance distribution is reduced
[10]. Muon subtraction will be improved by HitSpooling
data, where one is able to associate also isolated hits
to the atmospheric muon introduced hits that where not
counted in the muon triggered events. This could be done
by defining a radius R and a time-window t around muons
induced HLC hits and subtract these from the HitSpool data
set. Furthermore, standard tools like track-reconstructions
can be used to identify muon signal related hits. Both
techniques are under investigation and are expected to
improve the reduction of atmospheric muons. Such cleaned
data are expected to narrow the significance distribution
and remove non-Gaussian tails which will increase the
supernova detection range of IceCube.

4.2 Energy Estimation
As shown in equation 1, the track length and thus the
probability to detect a photon from a supernova neutrino
interaction in the ice increases with the energy. Therefore
the probability to detect light from a single interaction
in multiple DOMs also rises with the neutrino energy. A
method developed by [11], called the coincident hit method,
takes advantage of the HitSpool data stream by investigating
coincident hits in one, two and three DOMs in a time-
window of 150ns and a spatial distance up to next-to-
next neighboring DOMs on next-to-nearby strings. The
various hit patterns are sensitive to different regions of the
energy spectrum depending on the patterns geometry [3].
Evaluating the ratio of, e.g. the two-fold nearest-neighbor
DOM hit rate over the single DOM hit rate, one obtains an
energy dependent observable. Assuming a specific shape
of the neutrino spectrum, this observable can be used to
determine the absolute energy scale of the spectrum (i.e.
determine the mean neutrino energy) [12].
It is expected that this method puts a lower bound of 30%
on the energy resolution for a core-collapse supernova at
10kpc distance assuming a Hüdepohl model, see figure 5.
For other models with heavier stars and harder neutrino
spectra this resolution will improve. It is planned for the
near future to test this algorithm on HitSpool data.

5 Summary & Conclusion
The HitSpool data stream is a powerful tool that helps im-
proving the supernova detection within IceCube by inves-
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Figure 5: Energy resolution, assuming a time integrated 8.8
M� O-Mg-Ne model with a shape parameter α = 2.84 for
a supernova happening at 5kpc, 10kpc and 20kpc [12]

tigating the noise properties of the detector and by identi-
fying atmospheric muons that did not trigger the detector.
An analysis of the coincident hit method will give a handle
on the estimation of the average neutrino energy. In order
to access HitSpooling data, an interface was implemented
and is running stably at the South Pole to retrieve 90 sec-
onds of raw detector data, and sends these automatically
via satellite to the North, in case of a high significance su-
pernova trigger candidate. Furthermore, HitSpooling is of
general benefit for externally triggered events, e.g. Gamma
Ray Bursts, not only for the supernova system.
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